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The development, computational requirements and performance of Time-Delay Neural Networks (fDNN) and Fully 
interconnected Neural Networks (FINN), with same layer structure, were studied for the recognition ofvoiced plosive 
and unvoiced fricative phonemes in continuous speech. Results show that the FINN can be trained to have time-delay 
behaviour at the expense of more computations. 

1. Introduction 
Recognition of sub-word units, such as phonemes, is an 
important part of any continuous speech recognition 
system that handles unrestricted vocabulary. The main 
difficulty in phoneme recognition is the enormous amount 
of variability that exists in fluent speech, and this makes it 
one of the hardest tasks in current pattern recognition 
applications. Coarticulation in speech production 
contributes to the difficulty by causing phonemes to blur 
into each other thus making it hard to locate their extent 
in time. As a result, it is critical that computational 
models have the ability to function successfully even when 
phoneme boundaries cannot be accurately located. 

Recently, artificial neural network architectiJ.res for speech 
recognition have received considerable attention [5]. One 
such model that was designed specifically for overcoming 
temporal alignment problems is the so-called "time-delay 
neural network" (TDNN), which, if properly designed, 
can show considerable invariance to signal misalignment. 
_A_qother model is the fully-interconnected neural network 
(FINN) which is often used for benchmarking against 
other neural models in supervised learning situations. 

This paper presents a systematic comparison of two neural 
network structures, the FINN and TDNN, for the task of 
phoneme recognition in fluent speech. Such comparison is 
necessary for the careful evaluation of the two structures 
in terms of training behaviour, network size, computing 
requirements and recognition performance. Phonemes 
were obtained from TIMIT, a pre-segmented and labelled 
speech corpus. The goal was to detect and recognise the 
phonemes contained in speech when the signal was 
presented in processed features on a frame-by-frame basis. 

2. Speech Features and Neural 
Network Architectures 

The TIMIT corpus, comprising phonernically segmented 
and labelled speech from 630 speakers, was used to 
provide the training and testing sets. The phonemes were 
extracted within a 166 ms segment of speech data with the 
pre-marked onset of each phoneme at a given distance 
from the beginning of the segment. Features used as input 
to the neural networks were extracted via a 256 point 
Hamming window applied at 5 ms intervals across the 
speech segment. An FFT was performed on each 
windowed speech portion giving 30 spectra through the 
segment. The log-magnitude was taken and the spectra 
were re-scaled to a 16 point mel scale. Adjacent spectra 
were averaged to obtain 15 frames of data each 
comprising 10 ms of signal features. Finally, the data was 
normalised to values between -1 and + 1. For these 
experiments, all voiced plosives (b, d, g) and 5000 of the 
unvoiced fricatives (s, sh, f, th, hh1

) were extracted in 
random order from the training set of the speech corpus. 
For evaluation, all occurrences of those phonemes in the 
testing set were used. 

In this work, the FINN was the same as the niultilayer 
perceptron in [3]. It comprised an input, two hidden and 
an output layer, and three connecting sets of weights that 
fully connected every layer to the layer immediately above 
it. The TDNN had the same structure as that used in [4], 
and, in order to facilitate comparison, it consisted of the 
same number of layers and elementary units as the FINN. 
For both structures, the bipolar sigmoid function was 
employed [3]. For each network the input layer consisted 
of 240 (15*16) elements, while the output layer had three 
or five neurons depending on the phonemic class under 
consideration (voiced plosives or unvoiced fricatives). 

1 hh is the glottal fricative 
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This way, for both networks, the first hidden layer had 
104 (13*8) units, while the second hidden layer had 27 
(9*3) neurons for the plosive case and 45 (9*5) neurons 
for the fricative network. The interconnection structure of 
the FINN necessitated many more connection weights 
than the TDNN. Specifically, from the input layer to the 
first hidden layer the FINN had five times the number of 
the corresponding TDNN weight connections. From the 
first hidden layer to the second hidden layer the FINN had 
2.6 times more weight connections. 

The architectural specifications of the developed neural 
networks are summarised in Table I. The number of 
multiplication and sigmoid operations per pass for the 
three networks are listed in Table 11, where it can be seen 
that while the FINN had the same number of elements and 
thus required the same number of surnmations and 
sigmoid operations as the TDNN, it required about 4.5 
times the number of multiplications as the TDNN. 

3. Neural Network Training 
Several techniques were introduced in the standard back-
propagation algorithm for speeding up the training phase. 
The McClelland error as outlined in [2] was used to 
remove local minima problems and it also increased the 
training speed when the error was large. Dynamic epsilon 
adjustment was used where the value of epsilon was 
updated for each node depending on the delta values of 
the weights feeding into it, and training was skipped for 
samples that produced only small error. The number of 
samples passed through the network between weight 
adjustments was also fixed and made equal to the number 
of classes to be classified (three for the plosives; five for 
the unvoiced fricatives). 

Significant improvement in the rate of convergence was 
achieved by calculating the momentum term as an 
accumulation of the back-propagation passes. This way, 
each weight derivative was added to an array which was 
used when updating weights and, after updating weights, 
the value of the sum was multiplied by a momentum 
factor rather than clearing all past values. Further back-
propagation passes were then added to this value so that 
previous passes still had some diminishing effect on later 
ones. This increased the convergence rate by about one 
order of magnitude when compared to the conventional 
momentum approach (3 , 2]. 

Due to the weight averaging performed, the TDNN 
generally took many more iterations to train than the 
FINN. Moreover, for training sets of I 000 samples or 
more the TDNN failed to converge. On the other hand, 
the FINN trained much faster, and after only 100 training 
epochs over the full set of 5804 samples of voiced 
plosives, the resulting average squared error reduced to 
less than 0.05, which was the limit set for training 
termination. 

4. Comparison of Performances 
The time-invariance of the TDNN is a useful property that 
has already been extensively tested in other works [ 4]. In 
this work, the question of whether the FINN could also be 
made to develop tolerance to temporal misalignment was 
also addressed. For this purpose, the FINN was also 
trained for phoneme onset positions located ±1 frames 
from the nominal position, and it was contrasted against 
the performance of similarly trained TDNN. 

The performance of networks trained with only correctly 
aligned phonemic data was first tested. For the TDNN, 
best average recognition for voiced plosives was 88.4% 
and for unvoiced fricatives it reached 91.1%. For the 
FINN, recognition for the voiced plosives was 89.6% and 
for the unvoiced fricatives 92.5%. Thus, for aligned test 
data the FINN outperformed the TDNN by about 1.3%. 
For misaligned speech data, as can be seen in Figure I, for 
voiced plosives the performance of the FINN dropped 
much faster that the TDNN which performed substantially 
better even for small amounts of misalignment. 

The ability of the standard FINN to develop tolerance to 
temporal misalignment was tested by training the network 
with aligned data and with data up to two frames away 
from the nominal phonemic onset positions. Although 
this approach increased the training time, after training it 
resulted in structures with better overall recognition 
performance and with increased tolerance to misaligned 
data. For training data with up to ±2 offset frames for 
voiced plosives, the FINN outperformed the TDNN by 
1.6% and it achieved recognition performance of 90%. 
Moreover, for misalignments of up to three frames the 
FINN exhibited time-delay properties, while still 
outperforming the TDNN. The behaviour of the TDNN 
when trained for misaligned data was also tested but its 
improvement was only marginal. 

Similar properties were obtained for unvoiced fricatives 
trained with up to ±2 offset frames. Here; the FINN 
reached a peak recognition rate of 92.7% and it developed 
time-delay properties which were better than the TDNN 
for up to three offset frames, as shown in Figure 2. As it 
can be observed, the acoustic differences between plosives 
and fricatives cause the recognition curve of the plosives 
to peak distinctly for correct alignment. This is due to the 
shorter duration of plosives compared to fricatives, the 
dynamic nature of plosives (closure+ burst), and the fact 
that the identity of a plosive is essentially provided by its 
neighbourhood, all of which are factors that make stops 
more sensitive to offset and hence harder to recognise 
than other sounds [ 1] . 

5. Summary and Conclusion 
A detailed comparison of the computational requirements 
and behaviour of two neural network structures, the FINN 
and TDNN, has been presented. The task was the 
recognition of voiced plosives and unvoiced fricatives of 
fluent speech from the TIMIT database. The TDNN was 
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generally slower than the FINN in training. Both 
networks achieved similarly high performance for aligned 
phonemes. Significant differences in performance 
between the similarly trained networks appeared when 
phonemes became misaligned. The TDNN showed much 
better performance although this also decreased with 
increased misalignment. However, the FINN was capable 
of exhibiting quite good time-delay properties while 
maintaining high recognition performance when trained 
with additional slightly misaligned speech material. This 
came at the cost of greater computational requirements 
due to that network's increased connectivity. For both 
networks, the computational load of sigmoid operations 
was discounted as that function can be piece-wise linearly 
approximated and evaluated with the use of look-up 
tables. 

The network performance curves for the recognition of 
plosives and fricatives showed considerable differences for 
negative offsets. This is due to the acoustic differences 
between the two phoneme classes considered. 

This paper has shown that phoneme recognition using 
neural networks ·can be made increasingly tolerant to 
misaligned data either by training a standard FINN 
network with the appropriate aligned and misaligned 
representations or by utilising a TDNN which requires 
substantially fewer computations, and whose architecture 
achieves that by properly determined internal averaging 
operations. 
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Input Hidden Hidden Output 
Network Class Layer Layer 1 Layer 2 Layer Elements 

15 13 9 3 or 5. frames 
FINN 16 8 3 or 5 1 Wlits 

- - - - time-delays 

15 13 9 3 or 5. frames 
TDNN 16 8 3 or 5' 1 Wlits 

3 5 - - time-delays 

Table L Structural Parameters of the Neural Networks ( • relates to unvoiced fricatives) 

Network Class Multiplications Summations & Sigmoid Operations 

FINN 27849 or 29865• 134 or 154• 
TDNN 6072 or 6792 134 or 154 

Table n. Computational Requirements of the Neural Networks (·relates to unvoiced fricatives) 
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Figure 1. Recognition performance for voiced plosives {b, d, g) 
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Figure 2. Recognition performance for unvoiced fricatives (s, sh, f, th, hh) 
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